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\ Dynamic Peer Groups

Common in collaborative applications
Video conference

Interactive distributed simulations

Stock exchange systems (NYSE,Swiss)
Online games

Characteristics

Dynamic membership (group size)
Non-hierarchical

Use group communication subsystem as the underlying infrastructure



Group Communication Systems
State of the Art

Fault tolerance (Spread)

Different message delivery semantics

Reliable,FIFO,best-effort,causally-ordered,totally-ordered (agreed),
safe

Dynamic membership
Members can belong to several groups simultaneously
Members can join/leave at any time

Support for network partitions/merges

Fault tolerance + Security (Secure Spread)

Secure Group communication
Key management via contributory agreement

Stall all communication at the application level while rekey is in
progress




\New Challenges and Applications
New Applications

Surveillance airborne drones
Disaster Management

New requirements
Different degrees of consistency and security

New challenges

Highly dynamic membership changes
Temporary changes due to connectivity fluctuations / mobility patterns
Voluntary leaves due to application demands
Dynamic access control
Minimal resource usage
Computation vs. Communication
Interoperability
Among multiple transmission media (WLAN, Cellular, Satellite)
Location (host and agent mobility)

Large scale group support (100<size<10,000)




‘ Our Approach

Formal prototyping using Maude

Allows us to experiment with an
abstract mathematical but executable
specification of the system

Abstract executable specification of
a state-of-the-art GCS

Spread
Configuration layer
Group layer

Flush Spread

Provides a synchronization barrier
(virtual synchrony) on top of Spread

Cliques

Framework for key establishment
protocols

Secure Spread
Provides security on top of Flush Spread

Uses Flush Spread to exchange Cliques
messages

Application
Application Secure Spread
Application Flush Spread
 —
Cliques
. Spread -
Underlying Network
w | Formally specified in Maude
W | Join work with Grit Denker




Synchrony
Virtual synchrony
Extended virtual synchrony

Security

Key establishment protocols

Key caching

Lazy key establishment
Reliability

Virtual token ring

Hop protocol

Generalized token ring protocols
Mobility

Abstract notion of connectivity

> High-level Adaptability
(Application)
Focus of this talk

J

> Low-level Adaptability
(Infrastructure)
Future work

_/




Synchrony

View
List of group members (at a certain time)
Consistent membership view

+—— Network

Grp2 Ve
Virtual synchrony semantics Partition
(VS semantics)
Virtual synchrony Grp3

Processes moving together from one
view to another view, deliver the same

set of messages between the two Synchronization No Synchronization
Sending view delivery I l l I
Uses extra round of messages (acks) Extra messages VS EVS Beiter

every time there is a view change, (flushreg, acks) performance
blocking other messages in the ’ (no blocking)
meantime

Extended virtual synchrony semantics B Grplis divided

into Grpla

(EVS semantics)
and Grplb

Same view delivery

Messages may be delivered in a
different view that they were sent as
long as they will be delivered in the
same view to all members Gro2 is divided
rp2 is divided into

Grp2a and Grp2b

Consistency maintained across partitions and merges



Security

Key establishment protocols

How is the group key generated ?
Group key distribution
Group key agreement

When is the key generated ? How often ?
A new key is generated for every view
After a membership change (join/leave events) from the application
After a network connectivity change (partition/merge events) point of view

Events are dynamic and cascaded events restart key establishment protocol

Generic techniques to improve performance
Key caching
Network connectivity changes trigger a rekey
No join/leave events, but several keys are generated (and possibly not used)

key establishment protocol should be executed only if members have not shared a
key before

Previous shared keys can be reused
Lazy key establishment

Delay key establishment until a message needs to be send
Assumption: Network connectivity changes occur more frequently than messages

} Simply a view change




Security on top of VS

Synchronization makes key establishment {0}
easier to implement

New key is generated after every
membership/connectivity change =

Enables forward and backward secrecy in a = F F

straight forward manner (3 2}
B C A

{1}

Cascaded changes restart key establishment
protocol join\_ F

Possible DoS attack {4} Q
= B @

=

Sending view delivery {5} )

Every message is encrypted with the same BILC A
key (sending-view key) the receiver believes F
Is current when the message is delivered leave

{6}

Data messages are blocked while rekey is

In progress
O Group = @ Send message
F Flush messages

{keyid} keyid = (T Receive message



Security on top of EVS

Same view delivery

Message can be delivered in any
view (i.e. encrypted with an old key)

Every key is associated with a
keyid?!

Every message is tagged with the
corresponding keyid of the key
used to encrypted

Every member keeps a list of old
keys and their associated keyids

B:nondecryptable(X=)
C: delayed =)

No blocking communication =&

Data messages can be send/receive
while rekey is in progress

Difficulties
How to preserve backward secrecy

. 6
and EVS semantics ? ©
=

nondecryptable
Suspicious very old messages
delayed

{0}

join

{5}

[0

leave

Network
partition

1. Keyid idea was taken from “Scaling Secure Group Communication Systems: Beyond Peer-to-Peer”, Y.

Amir, C. Nita-Rotaru, J. Stanton and G. Tsudik, DISCEX03, 2003



Key Caching

Avoid key establishment if new
set of members previously
shared a key

Connectivity and membership
changes are distinguishable

Solves temporary leave problem
Limit key caching

Expiration time / maximum
number of key reuse

Delivery semantics does not
change

(key cached)

B:.X=

{0}

{1}

join Network
partition

B:delayed (X))
c
C: delayed =)

Viewid is used
to distinguish
between them

)

c /'A
{0} {2}
B C A
join
{3}
= @ B C
{4}
B A

3} leave




Key Caching o
How to enforce freshness ?

Fresh-secure message {1

Message must be encrypted with clla
a new key

join Network
partition

{0} {2}

Delivery semantics does not
change join

Fresh-secure
(new key)

{4}

leave

B.X=
B:delayed (X))
c

C: delayed =)




Security on top of EVS

Lazy key establishment

join Network
partition

Avoid key establishment until
message needs to be send

Particularly suited when connectivity
changes are very often

Sender starts key establishment
asymmetrically join

B C
Key caching and lazy key =&
establishment can be safely
composed

Key establishment modulo caching

leave

B.X=
B:delayed (X))
c

C: delayed =)




New Degrees of Flexibility

Secure delivery modes
Non-secure

Message is sent and received in clear text
Secure

A received message can be decrypted with any (possibly old) known key;
otherwise marked as nondecryptable

Ultra-secure

EVS
VS

A received message must be decrypted with the most recent known key;
otherwise marked as nondecryptable

Secure safe

A received message can be decrypted with any (possibly old) known key
and can be delivered only if everybody else received it and can decrypt it
using the same known key

Ultra-secure safe

A received message must be decrypted with the most recent known key

and can be delivered only if everybody else received it and can decrypt it
using the most recent know key

Relaxing both synchrony and security have opened new possibilities !



Synchrony
Group types
VS-group
EVS-group
Message types

nondecryptable
delayed

Security

Laziness

Eager

Key caching

Lazy key establishment
Fresh secure

Security modes

’

High-level Adaptability
Parameters




Future Work

Avoiding key establishment

Avoid multicasting message encrypted with a secret shared key

Send a message with original message encrypted for different subsets of
recelivers

Naive use of individual’s public keys (provided by PKI)

Negotiate at least pair wise symmetric keys

Opportunistic use of available group keys

Group access control
Dynamic changes of permissions (membership revocation or kick out)

Optimizing for unforeseen interruptions
Dynamic adaptation / replacement of algorithms

Tailoring security parameters

Parameters for cryptographic strength
Tradeoffs between computational and communication efforts versus

security levels




Future Work

Low-level Adaptation support
A mobile device may have more than one channel to
communicate and belong to different networks at the same time

Generalize sequential virtual token ring to a concurrent broadcasting
scheme

Integrate handoff, mobility, broadcast cluster routing and overlapping
into Hop protocol

Adaptable support for mobile environments
Host mobility is transparent to the configuration and upper layers
of the GCS

LIME as a mobility abstraction layer
Use of Lime-style tuple space to exchange GCS traffic

Agent mobillity is not transparent
Agents moving together require some degree of synchrony




Maude is good (but merciless)

Formal prototyping techniques
Enhance the understanding of the problem
Discover subtle problems in overlook scenarios
Allow us to validate future implementations of the system

Technological impact

Widening the applicability of group communication technology

Tailoring group communication subsystems to application
demands

Organizing the design space
Dimensions and tradeoffs
Run-time adaptability







